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Abstract. In this paper, we study how an opinion dynamics model can
be the core of a collective decision-making mechanism for swarm robotics.
Our main result is that when opinions represent action choices, the opin-
ion associated with the action that is the fastest to execute spreads in the
population. Moreover, the spread of the best choice happens even when
only a minority is initially advocating for it. The key elements involved
in this process are consensus building and positive feedback. A foraging
task that involves collective transport is used to illustrate the potential
of the proposed approach.

1 Introduction

Large groups of animals can exhibit behavioral patterns that resemble the ones
observed in physical systems that are composed of many simple entities [4,3].
This observation has led to the development of opinion dynamics models, which
are used to study large-scale social, economic, and natural phenomena that in-
volve many interacting agents [3].

In this paper, we study how an opinion dynamics model can be the core of a
collective decision-making mechanism for swarm robotics. The opinion dynamics
model used in our work, originally proposed by Krapivsky and Redner [8], allows
a large population of agents to reach consensus on one of two alternatives. We
are interested in situations where opinions represent actions that take time to
perform. Our goal is to determine if, and under which conditions, the action
selected by the swarm is the one that takes less time on average to perform. Such
outcome would be useful in swarm robotics applications in which the number
of times a particular action is selected is correlated with the amount of work
performed, thus maximizing the productivity of a robot swarm.

In Krapivsky and Redner’s model the majority rule is repeatedly applied on
teams of three agents. With the majority rule, team members adopt the opinion
shared by the majority of the team members. In addition to the majority rule,
we also use the expert rule, through which team members adopt the opinion of
a single agent, called the expert, which is selected according to some problem-
specific criterion. As these rules are at the opposite ends of the spectrum of all
weighted majority rules [1], our study allows us to have an intuition of the results
that would be obtained if a weighted majority rule was used.
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The main result of our study is that the dynamics of the system makes the
swarm select with high probability the action that is the fastest to execute. When
using the expert rule, the fastest-to-execute action is selected by the swarm even
when only a minority of the robots is initially in favor of it. The potential of the
proposed approach as a decentralized decision-making mechanism for swarms of
robots is illustrated through a foraging task that involves collective transport.
As a result of the application of the proposed approach, the swarm of robots is
able to select the shortest path without requiring the robots to measure path-
travel times or to rely on pheromone-like information. Other applications where
it is desired to select automatically the choice that increases the efficiency of a
system composed of many interacting agents could benefit from the use of the
mechanism presented in this paper.

The rest of the paper is structured as follows. In Section 2, we describe re-
lated work in the area of decentralized decision-making in swarms of robots. In
Section 3, we describe the model and the decision rules used. In Section 4, we
describe the task and the experimental setup used to evaluate the effectiveness
of the proposed approach. Results are presented in Section 5. Conclusions and
future work are given in Section 6.

2 Related Work

Many decentralized decision-making mechanisms have been inspired by the be-
havior of insects. For example, the pheromone-laying and pheromone-following
behavior of some ant species [7] has inspired many works. Most of them have
focused on the simulation of pheromones through the use of chemical sub-
stances [16], by projecting images on the ground [18], by deploying RFID tags [9],
or by using robots as message-relay devices or as beacons so as to form robot
chains [19,14,11,12]. Recently, pheromones have been simulated by signals sent
by robots that belong to a swarm different from the one engaged in the foraging
task [5]. These mechanisms have some important disadvantages. For example,
designing sensors for detecting chemicals reliably is a very difficult task. Using
robots as beacons requires the development of complex controllers to allow an
individual robot to play different roles both within and outside a robot chain.
Using RFID tags requires the modification of the environment prior to the de-
ployment of the swarm, which is impossible in some cases. Projected pheromones
can be impractical because a central computer is needed. In contrast to all these
works, our system does not require the explicit simulation of pheromones.

Other behaviors of insects have also been a source of inspiration. For exam-
ple, trophallaxis, which is the insect-to-insect exchange of food, has been the
inspiration for a distributed mechanism to create a gradient in the environment
to help robots navigate [17]. The aggregation behavior exhibited by cockroaches
has been the source of inspiration for a site-selection mechanism with robots [6].
The best-of-N selection mechanism proposed by Parker and Zhang [13] has been
inspired by the nest-selection mechanism used by some species of ants. To the
best of our knowledge, this last work is the most similar to ours. In both of them,
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a collective decision is the result of the competition between alternatives. The
main difference, however, lies in the consensus building mechanism. In Parker
and Zhang’s approach, robots need to know whether there is a sufficient number
of robots in favor of one alternative before committing to it. Robots do that
through a quorum test that depends on a parameter that the designer needs to
set before deployment. This is a critical issue because the first alternative that is
identified as dominant through the quorum test will be the alternative chosen by
the swarm. In our work, the collective decision is the result of self-organization.

Another work related to ours is the one of Wessnitzer and Melhuish [20]. In
their work, robots have to chase and immobilize two “prey.” Robots capture one
prey after the other. To select which prey to immobilize, robots apply the local
majority rule to break the symmetry of the decision problem and to make the
population agree on one choice only. Our work goes a step further by considering
the effects of implicit time costs in the robots’ actions.

3 Opinion Dynamics and Decentralized Decision-Making

In this section, we describe the model and the decision rules used in our study.
We also explain how this model becomes the core of a decentralized decision-
making mechanism when opinions represent actions that take time to perform.

3.1 Opinion Dynamics Model and Decision Rules

We use the opinion dynamics model proposed by Krapivsky and Redner [8].
It operates on a population of N agents, each of which can be in one of two
possible states, called opinions. The system evolves as follows: A team of three
agents is picked at random without replacement from the population. Then, the
individual opinions of the team members are aggregated and transformed into
a team opinion by a decision rule. After this, all team members adjust their
individual opinions to match the resulting team opinion. The team members are
put back in the population and a new team is picked. The process is repeated
until all agents share the same opinion.

We use two decision rules: the majority rule (the one studied in [8]), and the
expert rule. When the majority rule is used, all team members will assume the
opinion that at least two team members share. With the expert rule, agents
will assume the opinion of a single agent, called the expert (See Section 4.2 for
information on the criterion used to choose which agent plays this role). Figure 1
shows an example of the application of the majority and of the expert rules.

3.2 Opinion Dynamics, Actions, and Robots

The opinion dynamics model described above can be used as the basis of a
decentralized decision-making mechanism in a swarm of robots. Three elements
need to be taken into account to do it: (i) opinions need to be interpreted as
actions that robots execute, (ii) actions take time to perform, and (iii) robots can
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×

(a) Majority rule (b) Expert rule

Fig. 1. Example application of the majority and the expert rules on a team of three
agents with different opinions (represented by different color shades). Figure (a) shows
the outcome of the majority rule: the team adopts the opinion of the majority. Figure
(b) shows the outcome of the expert rule: the team adopts the opinion of the expert
(marked with a × symbol).

operate in parallel. These elements are modeled through a parallel version of the
opinion dynamics model described in Section 3.1. Instead of picking at random
one team of three agents, we pick k teams without replacement. Then, each
team selects an opinion according to a decision rule and its members adopt that
opinion. The actions associated with the adopted opinions are then executed.
The execution time associated with an action is not necessarily the same from
one execution to another due to unexpected events during execution (e.g., an
obstacle may have to be avoided, or a robot skids while trying to move). When
a team finishes executing an action, its members become available again to form
another team. The new team cannot have as members robots that are at that
moment executing an action. The process continues until the swarm reaches
consensus, the time allocated for the task is over, or the demand for the task
ceases to exist. Figure 2 shows an example of the process just described.

4 Evaluation Scenario and Setup

In this section, we describe the task, the simulation environment, and the ex-
perimental setup used to evaluate the effectiveness of the proposed approach.

4.1 The Task

We chose a foraging task that involves collective transport as an example of the
kind of applications the proposed approach could be used for. The environment
consists of a storage room and two resource rooms in which there are objects of
interest. There are two kinds of robots: robots that can manipulate the objects
of interest but that cannot move by themselves, and robots that cannot ma-
nipulate the objects of interest but that can move autonomously and carry the
manipulator robots. The task is to collect as many objects of interest as possible
within some time limit from the two resource rooms, and deposit them in the
storage room. To accomplish the task, the robots that can move autonomously



Opinion Dynamics for Decentralized Decision-Making in a Robot Swarm 255

Fig. 2. Example of the dynamics induced by the majority rule on a population of 8
agents with 2 teams of 3 agents each. The opinion represented in black is associated
with action A, while the opinion represented in light color is associated with action
B. Action A is faster to execute than action B, on average. This system evolves as
follows. First, in point (a), two teams are formed at random and the majority rule is
applied on each one of them. Each team then executes the selected action. In point
(b), a team finishes. In point (c) a new team is formed from the set of free agents
(busy agents are not considered when the selection occurs). The time it takes to form a
team is represented by the distance between points (b) and (c). After the application of
the majority rule in (c), the team performs the agreed action (action A, in this case).
In point (d), the other team finishes and a new team is formed (point (e)). Again,
the majority rule is applied once more to decide which action to perform (action A,
again). The process continues until the population reaches consensus (point (f)). In this
example, the population changes from a heterogeneous opinion state to a homogeneous
one that corresponds to the fastest-to-execute action.

must form small teams to carry the manipulator robots. These teams of robots
go back and forth between the storage and resource rooms. It is in general de-
sirable to go to the closest resource room in order to maximize the number of
collected objects in a given amount of time. The path that leads to the closest
resource room is a priori unknown to the robots. Figure 3(a) shows a picture of
the complete envisioned scenario.

In the complete scenario, the choice that robots face is whether to turn left or
right to go to a resource room. To focus only on the decision-making aspect of
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(a) Complete scenario (b) Simplified scenario

Fig. 3. Test task. Figure (a) shows a complete view of the scenario. A swarm of robots
must collect as many objects as possible within some time limit from the two resource
rooms. Figure (b) shows a simplified version of the scenario. Robots must choose be-
tween making the left or right tour. The simplified scenario allows us to concentrate
on the decision-making aspect of the task. See text for more information.

the task and not on other technicalities, such as object manipulation, collective
obstacle avoidance, or self-assembly, we use a simplified version of the scenario
described above, which is shown in Figure 3(b). Instead of a storage room there
is an assembly-disassembly area where the mobile robots attach to and detach
from the manipulator robots. Navigation is possible thanks to visual aids similar
to the ones used in [12]. In this simplified scenario, the choice faced by the
robots is simply to either turn left or right. These choices represent the robots’
opinions on which the decision-making mechanism will operate. The execution
of a chosen action starts with the formation of a team of robots, it continues
with the navigation around the big obstacle in the chosen direction, and finishes
once a complete lap is made.

4.2 Setup

All the experiments reported in this paper were performed in simulation. The
simulator that we used [15] was developed for the SWARMANOID project.1

This simulator uses the Open Dynamics Engine library2 to simulate accurately
physical interactions with the environment and between robots. The robot mod-
els are based on the physical and electronic design of the actual SWARMANOID
robots (currently under development). The mobile robot model is based on the
Foot-bot, and the manipulator robot model is based on the Hand-bot [2].

We ran simulations with different swarm sizes (N ∈ {8, 16, 32, 64}), different
initial opinion biases (according to a parameter p ∈ {0.05, 0.1, . . . , 0.95}, which is
the probability of a robot’s initial opinion to advocate for the left path), different

1 http://www.swarmanoid.org/
2 http://www.ode.org/

http://www.swarmanoid.org/
http://www.ode.org/
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numbers of teams (k ∈ {2, 4, 8, 16}), and different action-execution time ratios
(r ∈ {1, 2, 4}). The action-execution time ratio is defined as r = lright/lleft,
where lleft, and lright are the length of the left and right paths, respectively. The
reference length, lleft, was adjusted so that no collisions between teams of robots
occurred. This was done by making the length of the left path much greater
than the total length that results from lining up the k teams used in a given
experiment. Teams had 3 robots each. A simulation was run until the swarm
achieved consensus. 100 trials were run for each combination of parameters.

An extra parameter of the system is the criterion used to select the expert
when applying the local expert rule. In our experiments, that criterion is the
absolute number of completed laps (no distinction between paths is made), that
is, the most “experienced” robot is selected as the expert. The study of other
criteria to select the expert is left for future work.

5 Results

We are interested in two aspects of the system: (i) the probability with which the
swarm selects the fastest-to-execute action as a function of the initial opinion
bias, and (ii) the number of team formations needed to reach consensus on one
of the alternative choices as a function of the initial opinion biases and of the
swarm size. For both aspects, we evaluate the effects of different numbers of
teams, k, and of different action-execution time ratios, r.

5.1 Probability of Selecting the Fastest-to-Execute Action

Figure 4 shows the estimated probability of selecting the left path, that is, the
fastest-to-execute action, as a function of the initial opinion bias in a swarm of
N = 64 robots.3 We estimate this probability by dividing the number trials the
system reached consensus on the left path by the total number of trials.

There is a nonlinear relationship between the initial opinion bias and the final
probability with which the swarm chooses an alternative. In all cases, there is
a critical bias pc such that if p < pc the swarm will choose one opinion, and
if p > pc the swarm will choose the other opinion. In the case where r = 1,
that is, when there is no difference between the alternative choices, the critical
initial bias is p = 0.5. When r > 1, pc < 0.5 for both decision rules. With the
majority rule, the higher the action-execution time ratio, the lower the critical
bias. Furthermore, the critical bias decreases as the number of teams active in
the environment increases (the critical bias is lower when k = 16 than when
k = 4). With the expert rule, the critical bias is, in general, lower than with the
majority rule; however, the actual value depends more strongly on the number
of teams than on the action-execution time ratio.

From a practical point of view, a small critical bias is desirable because it
means that the action that is fastest to execute will be selected by the whole
swarm even when only a minority of the agents is initially in favor of it. In this
3 We refer the reader to [10] for the complete set of results.
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(a) Majority rule: N = 64, k = 4
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(b) Expert rule: N = 64, k = 4
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(c) Majority rule: N = 64, k = 16

p

P
ro

ba
bi

lit
y 

of
 s

el
ec

tin
g 

le
ft 

pa
th

r = 1
r = 2
r = 4

0.0 0.25 0.5 0.75 1.0

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

(d) Expert rule: N = 64, k = 16

Fig. 4. Probability of selecting the fastest-to-execute action as a function of the initial
opinion bias in a swarm of 64 robots with 4 and 16 teams. Figures (a) and (c) show the
results obtained with the majority rule. Figures (b) and (d) show the results obtained
with the expert rule. Error bars indicate the confidence interval at a 95% level.

sense, the expert rule is the best suited for this purpose because it can spread
more easily the opinion of the minority. For example, see Figure 4(d), when
r > 1. In this case, the swarm of 64 robots chooses the left path with probability
0.8 when just 13 robots (20% of the swarm) initially choose it.

Small swarms (N < 32 with k < 8) have greater difficulties than large swarms
in detecting differences in the average action-execution times (results shown
in [10]). This may be due to the rapid opinion fluctuations that are amplified
by the system. For instance, in an 8-robot swarm, one robot represents the
12.5% support for one or another opinion. Consensus is reached, but the chosen
alternative is random.

5.2 Number of Team Formations Needed to Reach Consensus

The number of team formations needed to reach consensus (NTFC) depends
on the initial opinion bias (see Figure 5). In all cases, the maximum NTFC is
reached when the initial opinion bias is equal to the critical bias (see Section 5.1).
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(a) Majority rule: N = 64, k = 4

p

N
um

be
r 

of
 te

am
 fo

rm
at

io
ns

r = 1
r = 2
r = 4

0.0 0.25 0.5 0.75 1.0

0
10

0
20

0
30

0
40

0

(b) Expert rule: N = 64, k = 4
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(c) Majority rule: N = 64, k = 16
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(d) Expert rule: N = 64, k = 16

Fig. 5. Number of team formations needed to reach consensus as a function of the
initial opinion bias. These results correspond to the case where N = 64. Figures (a)
and (c) show the results obtained with the majority rule. Figures (b) and (d) show the
results obtained with the expert rule. Error bars indicate the confidence interval at a
95% level.

The NTFC using either the majority rule, or the expert rule, depends on the
number of teams that are active in the environment (k) and the action-execution
time ratio (r). With the majority rule, the NTFC increases as k and r increase.
With the expert rule, the NTFC decreases as k and r increase. In conclusion,
with the expert rule the opinion associated with the fastest action is spread
more rapidly than with the majority rule, especially in the presence of large
action-execution time ratios.

In case there is no a priori information about the quality of the alternatives the
robots must choose from, the most reasonable strategy to initialize the system is
to have a balanced initial opinion bias, that is, p = 0.5. Under that circumstance,
one may ask what would be the NTFC as a function of the swarm size. The
answer is shown in Figure 6. Not surprisingly, the NTFC increases with the
swarm size in all cases. With the majority rule, there appears to be no significant
difference in the NTFC if the number of active teams in the environment changes.
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(a) Majority rule: p = 0.5, k = 2
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(b) Expert rule: p = 0.5, k = 2
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(c) Majority rule: p = 0.5, k = 4
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(d) Expert rule: p = 0.5, k = 4

Fig. 6. Number of team formations needed to reach consensus as a function of the
swarm size. These results correspond to the case where p = 0.5. Figures (a) and (c)
show the results obtained with the majority rule. Figure (b) and (d) show the results
obtained with the expert rule. Error bars indicate the confidence interval at a 95%
level.

With the expert rule, however, if more teams are deployed and the swarm size
increases, the NTFC decreases.

6 Conclusions and Future Work

We presented a decentralized decision-making mechanism for swarm robotics
systems whose main elements are: (i) a consensus-building mechanism based on
an opinion dynamics model, and (ii) actions that take different average time
to execute. The consensus-building mechanism can be used with any weighted
majority rule. In this paper, we explored the two extremes: the simple majority
rule and the expert rule. We showed how the dynamics of the system allows
the swarm to choose with a high probability the action that is the fastest to
execute. With the expert rule, the fastest-to-execute action is selected by the
whole swarm even when only a minority of the agents is initially in favor of it.
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The difference in the execution time of the alternative actions induces a pos-
itive feedback process that is ultimately the responsible for the swarm’s final
choice. This phenomenon has parallels with the decision-making mechanism ex-
ploited by ants [7]. However, in our system agents influence each other by forming
teams instead of doing it via pheromones.

From a practical point of view, forming small teams allows the number of
messages between robots to be kept to a minimum. As a consequence, the system
is able to scale up to many robots (in fact, the more robots, the better the system
performs) without having to deal with interference or bandwidth problems.

Besides porting the system to real robots, future work includes extending the
mechanism to sequential, adaptive and multi-choice decision-making. A first step
in this direction will be to switch to a multidimensional probabilistic represen-
tation of a robot’s opinion.
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